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| Chapter 4 | Tests For Trends and Unit Roots

There are important differences between stationary and nonstationary time series. Shocks
to a stationary time series are necessarily temporary; over time the effects of the shocks will
dissipate and the series will revert to its long-run mean level. On the other hand, a nonstationary
series necessarily has permanent components. The mean and/or variance of a nonstationary series
are time-dependent. To aid in the identification of a nonstationary series, note that:

1. There is no long-run mean to which the series returns.

2. The variance is time dependent and goes to infinity as time goes to infinity.

3. Theoretical autocorrelations do not decay but, in finite samples, the sample correlogram
dies out slowly.

Inspection of the autocorrelation function serves only as a rough indicator of whether a
trend is present in a series. A slowly decaying ACF is indicative of a large characteristic root, a
true unit root process, or a trend stationary process. Formal tests can help determine whether or
not a series contains a trend and whether the trend is deterministic or stochastic. However, the
existing tests have little power to distinguish between near-unit root and unit root processes. The
low power of the tests is due to the fact that a near-unit root process will have the same shaped
ACEF as a unit root process.

.

Theoretical Background

Suppose a series is generated by the process:

Yi=ayte @.1)
where: {€,} is a white noise process. |

The methods of the previous chapter are appropriate if -1 < a; <1. Suppose you want to

test the hypothesis a; = 1. Now, under the null hypothesis, the {y,} sequence is generated by the
nonstationary process:

t
Y=Y+ € (4.2)
i=1
Under the null hypothesis, it is inappropriéte to use classical statistical methods to
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estimate and perform significance tests on the coefficient a;. If the {y,} sequence is generated as
in (4.2), it is simple to show that the OLS estimate of (4.1) will yield a biased estimate of a;.

Taking expected values we obtain: E[y, ] = E[ y,; ] = y; thus, the mean is a constant.
Although the mean is constant, notice that the variance is time-dependent:

Var(y,) = Var(e, + €, +... t €)) = to?

Since the variance is not constant, the process is nonstationary. Moreover, as -, the
variance of y, approaches infinity. It is also instructive to calculate the covariance between y, and
Y5 Since the mean is constant, we can form the covariance y ., as:

E101-y0)0rs - Y0l =ElEtes i+t e(Erstep it te))]
= E[(e.) (€5 )+ H(€1)7]
= (t-s)oi

To form the correlation coefficient p,, we can divide y ¢ by the standard deviation of y,
multiplied by the standard deviation of y, ;. Thus, the correlation coefficient p is:

p, = (t-s)/{(t-s)t
= [(=)iN** <1

Since the sample size ¢ will be large relative to the number of autocorrelations formed, for
all reasonable values of 7 and s, the ratio (z-s)/¢ is approximately equal to unity. For example, for
adjacent periods, (s=1) so that the correlation coefficient p; clearly approaches unity as 7 - e.
Hence, in using sample data, the autocorrelation function for a random walk process will show a
slight tendency to decay. Thus, it will not be possible to use the ACF to distinguish between a
unit root process (@, = 1) and a process such that a, is close to unity. In the Box-Jenkins
identification stage, a slowly decaying ACF or PACF can be an indication of nonstationarity.

Since the estimate of a, is directly related to the value of p;, the estimated value ofais
biased to be below its true value of unity. The estimated model will mimic that of a stationary
AR(1) process with a near-unit root.

Figure 4.1 shows the time plot of a simulated random walk process. One hundred
normally distributed random deviates were obtained so as to mimic the {€,} sequence. Assuming
that y, = 0, the next 100 values in the {y,} sequence are calculated as y, =y, | + & The
correlogram shown in Figure 4.2 is characteristic of most sample correlograms constructed from
nonstationary data. The estimated value of p; is close to unity and the sample autocorrelations
die out slowly. If we did not know the way in which the data was generated, an inspection of the
two figures might lead us to falsely conclude that {y,} was generated from a stationary process.
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Figure 4.1: A Simulated Random Walk Process
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Figure 4.2: Correlogram of the Process
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Using the simulated data to estimate an AR(1) model with and without an intercept, we
obtain (standard errors are in parentheses):

y,=09546y,, +€,  R2=086 (4.3)
(0.030)
y,=0.164 +0.9247y, | +€, RZ=03864 (4.4)
(0.037)

Examining (4.3), a careful researcher would not be willing to dismiss the possibility of a
unit root since the estimated value of a; is only 1.5133 standard deviations from unity. We might
correctly recognize that under the null hypothesis of a unit root, the estimate of a, will be biased
below unity. If we knew the true distribution of a4, under the null of a unit root, we could
perform such a significance test. Of course, if we did not know the true data-generating process,
we might estimate the model with an intercept. In (4.4), the estimate of a; is more than two
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standard deviations from unity: (1 - 0.9247)/0.037 = 2.035. However, it would be wrong to use
this information to reject the null of a unit root. After all, the point of this section has been to
indicate that such f-tests are inappropriate under the null of a unit root.

Fortunately, Dickey and Fuller (1979, 1981) devised a procedure to formally test for the
presence of a unit root. Their methodology is similar to that used in constructing the data reported
in Figure 4.1. Suppose that we generated thousands of such random walk sequences and for each
we calculated the estimated value of a;. Although most of the estimates would be close to unity,
some would be further from unity than others. In performing this experiment, Dickey and Fuller
found that in the presence of an intercept:

90% of the estimated values of a, are less than 2.58 standard errors from unity.
95% of the estimated values of a; are less than 2.89 standard errors from unity.
99% of the estimated values of a; are less than 3.51 standard errors from unity.

The application of these Dickey-Fuller critical values to test for unit roots is
straightforward. Suppose we did not know the true data generating process and were trying to
ascertain whether the data used in Figure 4.1 contained a unit root. Using these Dickey-Fuller
statistics, we would not reject the null of a unit root in (4.4). The estimated value of a; is only
2.035 standard deviations from unity. In fact, if the true value of a; does equal unity, we should
find the estimated value to be within 2.58 standard deviations from unity 90% of the time.

Be aware that stationarity necessitates -1 <a; <1. Thus, if the estimated value of a, is
close to -1, you should also be concerned about nonstationarity. Defining y =a, - 1, it is clear
that the equivalent restriction is: -2 <y < 0. In conducting a Dickey-Fuller test, if is possible to
check that the estimated value of y is greater than -2. Suppose that the estimated value of v is
-1.9 (so that the estimate of a, is -0.9) with a standard error of 0.04. Since the estimated value of
y is 2.5 standard errors from -2 [ (2 - 1.9)/0.04 = 2.5 ], the Dickey-Fuller statistics indicate that
we cannot reject the null hypothesis a; = -2 at the 95% significance level. Unless stated
otherwise, the discussion in the text assumes that a, is positive. Also note that if there is no prior
information concerning the sign of a,, a two-tailed test can be conducted.

Dickey and Fuller (1979) actually consider three different regression equations that can be
used to test for the presence of a unit root:

P
Ay, = YWy * DB * € 4.5)
2 ,
’ .
Ay, = ay + Yy, + Z BAY,im * € (4.6)
i—2
p
Ay; = ao + ny-l + azt + EBIAyt—iH + et » (47)

i=2
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The difference between the three regressions concerns the presence of the deterministic
elements a and a,t. The first is like a pure random walk model, the second adds an intercept or
drift term, and the third includes both a drift and a linear time trend. In all cases, the parameter of
interest in the regression equations is y; if y = 0, the {y} sequence contains a unit root. The test
involves estimating one (or more) of the equations above using OLS in order to obtain the
estimated value of v and the associated standard error. Comparing the resulting #-statistic with
the appropriate value reported in the Dickey-Fuller tables allows the researcher to determine
whether to accept or reject the null hypothesis y=0.

The methodology is precisely the same regardless of which of the three forms of the
equations is estimated. However, be aware that the critical values of the 7-statistics do depend on
whether an intercept and/or time trend is included in the regression equation. In their Monte
Carlo study, Dickey and Fuller (1979) found that the critical values for ¥ = 0 depend on the form
of the regression and sample size. The Dickey-Fuller critical values are all reported in Table A at
the end of this text. The statistics labeled <, T, and T are the appropriate statistics to use for
equations (4.5), (4.6), and (4.7), respectively.

Dickey and Fuller (1981) provide three additional F-statistics (called ¢, ¢, and ;) to
test joint hypotheses on the coefficients. With (4.6), the null hypothesis ¥ = a;, = 0 is tested using
the ¢, statistic. Including a time trend in the regression-so that (4.7) is estimated-the joint
hypothesis ay =y = a, = 0 is tested using the ¢, statistic and the joint hypothesis y = a,=0is
tested using the ¢ statistic.

The ¢y, db,, and ¢ statistics are constructed in exactly the same way as ordinary F-tests:

b, = [ rss(restricted) - rss(unrestricted) }/r
' rss(unrestricted) /(T-k)

where rss(restricted) and rss(unrestricted) are the sums of the squared residuals from the
restricted and unrestricted models; » = number of restrictions; 7 = number of usable observations;
and k = number of parameters estimated in the unrestricted model. Hence, T-k = degrees of
freedom in the unrestricted model.

Comparing the calculated value of ; to the appropriate value reported in Dickey and
Fuller (1981) allows you to determine the significance level at which the restriction is binding.
The null hypothesis is that the data is generated by the restricted model and the alternative
hypothesis is that the data is generated by the unrestricted model. If the restriction is not binding,
rss(restricted) should be close to rss(unrestricted) and ¢, should be small; hence, large values of
¢, suggest a binding restriction and a rejection of the null hypothesis. Thus, if the calculated
value of ¢, is smaller than that reported by Dickey and Fuller, you can accept the restricted model
(i.e., you do not reject the null hypothesis that the restriction is not binding). If the calculated
value of ¢; is larger than reported by Dickey and Fuller, you can reject the null hypothesis and
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conclude that the restriction is binding. The critical values of the three ¢, statistics are reported in
Table B at the end of this text.

Additional Issues in Unit Root Tests

Lag lengths: The coefficients of the lagged values of Ay, ; in equations (4.5) through
(4.7) are not generally of interest. Nevertheless, it is important to ensure that the {€,} series
approximates white-noise. Including too many lags reduces the power of the test to reject the null
of a unit root since the increased number of lags necessitates the estimation of additional
parameters and a loss of degrees of freedom. The degrees of freedom decrease since the number
of parameters estimated has increased and because the number of usable observations has
decreased. (We lose one observation for each additional lag included in the autoregression.) On
the other hand, too few lags will not appropriately capture the actual error process so that Yy and
its standard error will not be well estimated.

How does the researcher select the appropriate lag length in such circumstances? One
approach is to start with a relatively long lag length and pare down the model by the usual z-test
and/or F-tests. For example, one could estimate equation (4.6) using a lag length of n*. If the ¢-
statistic on lag n* is insignificant at some specified critical value, reestimate the regression using a
lag length of n*-1. Repeat the process until the lag is significantly different from zero. In the pure
autoregressive case, such a procedure will yield the true lag length with an asymptotic probability
of unity provided the initial choice of lag length includes the true length. With seasonal data, the
process is a bit different. For example, using quarterly data one could start with three years of
lags (n=12). If the #-statistic on lag 12 is insignificant at some specified critical value and if an F-
test indicates that lags 9 - 12 are also insignificant, move to lags 1 - 8. Repeat the process for lag
8 and lags 5 - 8 until a reasonable lag length has been determined. An alternative procedure is to
use the AIC and/or SBC to determine lag length.

Once a tentative lag length has been determined, diagnostic checking should be conducted.
As always, plotting the residuals is a most important diagnostic tool. There should not appear to
be any strong evidence of structural change or serial correlation. Moreover, the correlogram of
the residuals should appear to be white-noise. The Ljung-Box Q-statistic should not reveal any
significant autocorrelations among the residuals. It is inadvisable to use the alternative procedure
of beginning with the most parsimonious model and keep adding lags until a significant lag is
found. In Monte Carlo studies, this procedure is biased towards selecting a value of » that is less
than the true value.

Moving-average components: Thé Dickey-Fuller tests are also applicable to processes in

which there are moving-average terms. Clearly, an invertible MA model can be transformed into
an autoregressive model, and the procedure can be generalized to allow for moving-average
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components. Let the {y,} sequence be generated from the mixed autoregressive/moving-average
process:

ALYy, = C(L)e,
where A(L) and C(L) are polynomials of orders p and ¢, respectively.

If the process is invertible, it is possible to write y, as:

Ay: = -Yyr—l * ZpiAyt-nl + G'
i=2

As it stands, this infinite-order autoregression cannot be estimated using a finite data set.
Fortunately, Said and Dickey (1984) have shown that an unknown ARIMA(p, 1, g) process can
be well approximated by an ARIMA(n, 1, 0) autoregression of an order no more than T 13 Thus,
we can use a finite-order autoregression to approximate the infinite-order process. The test for vy
= 0 can be conducted using the aforementioned Dickey-Fuller t, T, or T test statistics.

Unit roots in a regression model: The unit root issue arises quite naturally in the context
of the standard regression model. Consider the regression equation:

Yi=aptaz+e . (48)

where the notation e, is used to highlight the fact that the residuals from such a regression will not
generally be white-noise.

The assumptions of the classical regression model necessitate that both the {y,} and {z,}
sequences be stationary and that the errors have a zero mean and a finite variance. In the
presence of nonstationary variables, there might be what Granger and Newbold (1974) call a
spurious regression. A spurious regression has a high R2, t-statistics that appear to be
significant, but the results are without any economic meaning. The regression output "looks
good" because the least-squares estimates are not consistent and the customary tests of statistical
inference do not hold.

Worksheet 4.1 illustrates the problem of spurious regressions. The top two panels show
100 realizations of the {y,} and {z,} sequences generated as:

YVi=Vte€, and z=z7,+¢€,

Although {€,} and {€,,} are drawn from white-noise distributions, the realizations of the
two sequences are such that y, is positive and z;o is negative. A regression of y; on z, will
capture the within-sample tendency of the sequences to move in opposite directions. The straight

line shown in the scatter plot is the OLS regression line: y,=-0.31 - 0.46z,. The correlation
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Worksheet 4.1: Spurious Regressions

Consider the two random walk processes:

Y1=Y11 F ey Zy=zp1 tey

2 T 2 i
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5

Since the {eyt} and {&,,} sequences are independent, the regression of y; on z; is spurious. Given the

realizations of the random disturbances, it appears as if the two sequences are related. In the scatter plot of
¥, against z,, you can see that y, tends to rise as z, decreases. A regression equation of y, on z, will

capture this tendency. The correlation coefficient between y, and z, is -0.372 and a linear regression yields
y;=-0.46z,-0.31.
However, the residuals from the regression equation are nonstationary; the regression is spurious.

Scatter Plot of y; and z; Regression Residuals

2 T
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] | I I = |
-3 2 -1 0 1 2 0 50 100
+  Scatter Plot ' t
— Regression Line
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coefficient between {y,} and {z,} is -0.372. The residuals from this regression have a unit root; as
such, the coefficients -0.31 and -0.46 are spurious. :

The point is that the econometrician has to be very careful in working with nonstationary
variables. In terms of (4.8), there are four cases to consider:

1. Both {y,} and {z,} are stationary. When both variables are stationary, the classical
regression model is appropriate.

2. The {y,} and {z,} sequences are integrated of different orders. Regression equations
using such variables are meaningless. It can be shown that a linear combination of an Id))
and an J(d,) variable where d; > d, must be integrated of order d;. Now, view (4.8) as ¢,
=Y - ap - ayz, Since e, is assumed to be /(0), y, and z, cannot be integrated of different
orders. For the same reason, it is also inappropriate to use one variable which is trend
stationary and another which is difference stationary. In such instances, "time" can be
included as a so-called explanatory variable or the variable in question can be detrended.

3. The nonstationary {y,} and {z,} sequences are integrated of the same order and the
residual sequence contains a stochastic trend. This is the case in which the regression is
spurious. The.results from such spurious regressions are meaningless in that all errors are
permanent. In this case, it is often recommended that the regression equation be estimated
in first differences. Consider the first difference of (4.8):

Ay, = a|Az, + Ae,

Since y;, z,, and e, each contain unit roots, the first difference of each is stationary. Hence,
the usual asymptotic results apply. Of course, if one of the trends is deterministic and the
other is stochastic, first-differencing each would not be appropriate.

4. The nonstationary {y,} and {z,} sequences are integrated of the same order and the
residual sequence is stationary. In this circumstance, {;} and {z,} are cointegrated. For
example, suppose that both z, and y, are the random walk plus noise processes:

V= wt €y
2= wt €y

where €, and €, are white-noise processes and y, is the random walk process: B = Keg

+ €, Note that both {z;} and {y,} are I(1) processes but that y, - z, = € - €, s stationary.

All of Chapter 6 is devoted to the issue of cointegrated variables. For now it is sufficient
to note that pretesting the variables in a regression for nonstationarity is extremely important.
Estimating a regression in the form of (4.8) is meaningless if cases 2 or 3 apply. If the variables
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are cointegrated, the results of Chapter 6 apply. The remainder of this chapter considers the
formal test procedures for the presence unit roots and/or deterministic time trends.

Multiple roots: Dickey and Pantula (1987) suggest a simple extension of the basic
procedure if more than one unit root is suspected. In essence, the methodology entails nothing
more than performing Dickey-Fuller tests on successive differences of {y,}. When exactly one
root is suspected, the Dickey-Fuller procedure is to estimate an equation such as: Ay, = ay + Yy,
+ €, Instead, if two roots are suspected, estimate the equation:

Az}’t =ay+ B4y, T €& 4.9

Use the appropriate statistic (i.e., T, T,,, or T, depending on the deterministic elements
actually included in the regression) to determine whether P is significantly different from zero. If
you cannot reject the null hypothesis that B, = 0, conclude that the {y,} sequence is /(2). If B,
does differ from zero, go on to determine whether there is a single unit root by estimating:

A%y, =ay+BiAy,., + By t e, (4.10)

Since there are not two unit roots, you should find that B, and/or B, differ from zero.
Under the null hypothesis of a single unit root, B, <0 and B, = 0; under the alternative
hypothesis, {y,} is stationary so that §; and B, are both negative. Thus, estimate (4. 10) and use
the Dickey-Fuller critical values to test the null hypothesis 3, = 0. If you reject this null
hypothesis, conclude that {y,} is stationary.

Seasonality: The most direct method to treat seasonality in a nonstationary sequence
occurs when the seasonal pattern is purely deterministic. For example, let D, D,, and D4
represent quarterly seasonal dummy variables such that the value of D; is unity in season / and
zero otherwise. Estimate the regression equation:

Y=g+ e Dy + 0D + a3D3 + 3, (4.11)

where )AI, is the regression residual so that f), can be viewed as the deseasonalized value of y,.

Next, use these regression residuals to estimate the regression:
p A
Ayl = Yyt-l * 22 BiAyl-i'rl + el
_ el

The null hypothesis of a unit root (i.e., ¥ = 0) can be tested using the Dickey-Fuller T,
statistic. Rejecting the null hypothesis is equivalent to accepting the alternative that the {y,}
sequence is stationary. The test is possible as Dickey, Bell, and Miller (1986) show that the
limiting distribution for y is not affected by the removal of the deterministic seasonal components.
If you want to include a time trend in (4.11), use the T, statistic.
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If you suspect a seasonal unit root, it is necessary to use an alternative procedure. To
keep the notation simple, suppose you have quarterly observations on the {),} sequence and want
to test for the presence of a seasonal unit root. To explain the methodology, note that the
polynomial (1 -yL*) can be factored so that there are four distinct characteristic roots:

(- ¥Z% = (1 -y L)+ y 8L - iy L)+ iy A 4.12)

If y, has a seasonal unit root, y = 1. Equation (4.12) is a bit restrictive in that it only allows
for a unit root at an annual frequency. Hylleberg, Engle, Granger, and Yoo (1990) develop a
clever technique that allows you to test for unit roots at various frequencies; you can test for a
unit root (i.e., a root at a zero frequency), a unit root at a semiannual frequency, or a seasonal unit
root. To understand the procedure, suppose y, is generated by:

ALYy, =¢,
where A(L) is a fourth-order polynomial such that:
(l - a]L)(l + azL)(l - a3IL)(1 + a4IL)y, = et (413)

Now, ifa) =a, =a; =a, =1, (4.13) is equivalent to setting Y = 1 in (4.12). Hence, if a
=ay=az=a, =1, there is a seasonal unit root. Consider some of the other possible cases:

Case 1: If a; = 1, one homogeneous solution to (4.13) is Y1=Y.1- As such, the {y,}
sequence tends to repeat itself each and every period. This is the case of a nonseasonal
unit root.

Case 2: Ifa, = 1, one homogeneous solution to (4. 13)is y,+y,, = 0. In this instance,
the sequence tends to replicate itself at 6-month intervals so that there is a semiannual unit
root. For example, ify, = 1, it follows that y,) = -1, y,.5 = +1, y,,3 =-1, Yi+4 =1, and

~ so forth.

Case 3: If either a; or g is equal to unity, the {y,} sequence has an annual cycle. For
example, if a3 = 1, a homogeneous solution to (4.13) is y, = iy,.;. Thus, if y, = 1, y,4y =4,
Y2 = P2=-1, Yz =-i,and y = -i* = 1 so that the sequence replicates itself every fourth
period.

To develop the test, view (4.13) as a function of a;, a,, a;, and a, and take a Taylor series
approximation of 4(L) around the pointa; =a, =ay = as = 1. It can be shown that:

(=LY, =y (A +L+ L2+ DYy, - vy(1-L+L2- Ly, + (1 - L35 - YLy, +€,

Thus, as illustrated in sample program 2, to implement the procedure, perform the
following three steps:
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Step 1: Form the following variables:

Yiq=(Q+L+ L22 + 1343))’:-1 =Ver V2 V3t Vg
Yo =(1 - L2+ Lo -LWe1 =Vl ~Yea v Vi3 - Vi
V31 =(1-LW =y -Yysothatys, o =y.5 - y3,4

Step 2: Estimate the regression:

& _
(-L*W, =Y W11 = YVor T Y5V301 - YeYaa * €

You might want to modify the form of the equation by including an intercept,
deterministic seasonal dummies, and a linear time trend. As in the augmented form of the Dickey-
Fuller test, lagged values of ( 1-L4)y,_,~ may also be included. Perform the appropriate diagnostic
checks to ensure that the residuals from the regression equation approximate a white-noise
process.

Step 3. Form the #-statistic for the null hypothesis y, = 0; the appropriate critical values
are reported in Hylleberg, Engle, Granger, and Yoo (1990). If you do not reject the hypothesis
Y1 = 0, conclude that a, - 1 so there is a nonseasonal unit root. Next form the #-test for the
hypothesis y, = 0. If you do not reject the null hypothesis, conclude that a, = 1 and there is a unit
root with a semiannual frequency. Finally, perform the F-test for the hypothesis y5 =y, =0. If
the calculated value is less than the critical value reported in Hylleberg et al. (1990), conclude that
Y5 and/or y is zero so there is a unit root with an annual frequency. Be aware that the three null
hypotheses are not alternatives; a series may have nonseasonal, semiannual, and annual unit roots.

At the 5% significance level, Hylleberg er al. (1990) report that the critical values using
100 observations are:

Y, =0 Y,=0 Ys=Y6=0
Intercept -2.88 -1.95 3.08
Intercept plus seasonal -2.95 -2.94 6.57
dummies
Intercept plus seasonal -3.53 -2.94 6.60
dummies plus time trend

Structural breaks: Perron (1989) shows that unit root tests are biased toward accepting
the null hypothesis of a unit root in the presence of a structural break. Sample program 3
illustrates Perron’s methodology to test for a unit root against the alternative hypothesis of a
stationary series with a one-time change in the mean.
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RATS Instructions and Procedures

1. LINREG: The most direct way to conduct the Dickey-Fuller tests is to use the
LINREG instruction. Create the lagged changes of y, and, if necessary, a time trend.

Example:

Consider the program segment from the first sample program (REAL.PRG). The goal is
to check for a unit root in the rcan series:

diff rcan / drcan

set trend = t

linreg drcan

# constant trend rcan{1} drcan{1 to 2}

The first instruction creates the first difference of rcan and stores the result in drcan. The
second instruction creates the series frend as the integers 1, 2, 3, ... . The LINREG instruction
uses the dependent variable drcan, and the supplementary card specifies estimating the model:

drcan, = ay + yrean, | + ayt + Bydrcan, ; + Pydrean; + €,
The t-statistic for y should be compared to the Dickey-Fuller t_ statistic in Table A.

2. ADF.SRC: Some versions of RATS come with the procedure ADF.SRC. This
procedure computes the augmented Dickey-Fuller #-tests of the regression equation:

P
Y= ay + Wy * 2 By, * e
i=2

The advantage of ADF.SRC is that it automatically determines the appropriate number of
lagged differences using one of the following four methods: the AIC, BIC (the default), adding
lags until the Ljung-Box test fails to reject no serial correlation at a user-defined level, or by
adding lags until a Lagrange multiplier test fails to reject no serial correlation at a user-defined
level.' After compiling, the procedure is used as:

@adf(options) series start end residuals

where: series The series to be analyzed
start end The range of the series to use. The default is the entire range. :
residuals The name of the series used to store the regression residuals. If residuals

is not specified, the regression residuals are not saved.

1 As calculated in ADF.SRC, the SBC and BIC will always select the identical model.

Tests for Trends and Unit Roots 97



The principal options are:

DET= Specifies the deterministic terms to include in the model. The default is to include
only a constant. DET=NONE specifies neither a constant nor trend and
DET=TREND a constant and a trend.

CRITERION=Specifies whether the AIC, BIC, Ljung-Box Q-statistic, or a Lagrange multiplier
test is used to select lag length. The syntax is CRITERION= AIC, BIC,
LBTEST, or LMTEST.

MAXILAG= The maximum lag considered by the AIC or BIC option. The default is 12.

ARSIGNIF= The significance level for the Ljung-Box and LM tests. The default is 0.05.

SCLAGS=  The number of lags to use in the Ljung-Box and LM tests. The default is 8.

Examples:
1. @adf{criterion=aic) y /

Estimate a model in the form of (4.6) using the AIC to select a lag length no greater than
12. The estimation takes place over the entire sample.

2. @adf(det=trend,criterion=Ibtest,sclags=4) y 20 100 resids

Estimate a model in the form of (4.7) using the Ljung-Box Q-statistic to select a lag length
no greater than 4. The test uses the 0.05 significance level. The estimation takes
place over sample periods 20 through 100. The residuals are saved in resids.

3. DFUNIT.SRC: The advantage of this procedure is that it can compute either the
usual Dickey-Fuller #-test or the alternative T{rho - 1) test. [Note: In our notation, this alternative
is a test on the value of Ty. The critical values for T(rho - 1) are available in Fuller (1976).]
DFUNIT.SRC necessarily includes a constant in the regression equation. After compiling, the
procedure is used as:

@dfunit(options) series start end
where: series The series to be analyzed
start end The range of the series to use. The default is the entire range.

The principal options are:

TTEST Computes the regression #-test, as opposed to the 7(rho-1) test. The default is the
T(rho-1) test

TREND If TREND is specified, the model includes a time trend and a constant. The
default is to include only a constant. [It is not possible to specify a model in
the form of (4.5).]

- LAGS= The number of lagged changes to include. The default is zero.
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Examples:
L. @dfunit(lags=12,ttest) y /

Estimate a model in the form of (4.6) using 12 lagged changes. The estimation takes place
over the entire sample.

2. @dfunit(trend,lags=4) y 20 100

Estimate a model in the form of (4.7) using 4 lagged changes. The estimation takes place
over sample periods 20 through 100.

4. PPUNIT.SRC: Computes the Phillips-Perron (1988) modifications of the Dickey-
Fuller #-test or the alternative 7{(rho - 1) test (Note: In our notation, this alternative is a test on the
value of Ty.) PPUNIT.SRC necessarily includes a constant in the regression equation. After
compiling, the procedure is used as:

@ppunit(options) series start end
The syntax and usage are precisely the same as in the DFUNIT.SRC procedure.

S. Others: Several additional procedures can be downloaded from the RATS Bulletin
Board. The phone number is 708-864-8816. A very useful procedure is:

URAUTO.SRC: URAUTO.SRC runs a set of unit root tests in sequence attempting to
classify the series based upon trend and unit root properties. After compiling, the procedure is
used as:

@urauto(options) series start end
where: series The series to be analyzed

start end The range of the series to use. The default is the entire range.

The key options are:

LAG= The number of lags to use. The default is 4.
NOPARAM  The default is the Dickey-Fuller test. NOPARAM specifies the Phillips-Perron
test.

Other unit root procedures include: BAYESTST.SRC (generalizes Sims' Bayesian method
to allow for intercept and trend), UNITROOT.SRC (runs Dickey-Fuller regressions with
constant+trend, constant only or neither constant nor trend), URSB.SRC (performs Sargan-
Bhargava unit root tests), and URTT.SRC (provides descriptive statistics including the
correlogram, and all combinations of trend and constant). s
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