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1.1 Introduction

Stata can estimate user-defined models using the maximum likelihood method and Stata's ml
command does that. ml has a formidable syntax diagram (see Appendix A) but is surprisingly easy
to use. Here we use it to implement pro bit models and estimate a particular one:

program define myprobit

version 6
args lnf theta
quietly replace 'lnf' = In(normprob('theta')) if $ML_y1==1
quietly replace 'lnf' = In(normprob(-'theta')) if $ML_y1==0

end

.ml model If myprobit (foreign=mpg weight)

.ml maximize

initial: log likelihood = -51.292891
alternative: log likelihood = -45.055272
rescale: log likelihood = -45.055272
Iteration 0: log likelihood = -45.055272
Iteration 1: log likelihood = -27.904114
Iteration 2: log likelihood = -26.85781
Iteration 3: log likelihood = -26.844198
Iteration 4: log likelihood = -26.844189
Iteration 5: log likelihood = -26.844189

Number of obs = 74
Wald chi2(2) = 20.75

\'~~ Lo g likelihood = -26.844189 Prob > chi2 = 0.0000
"11'

foreign I Coef. Std. Err. z p>lzl [95% Conf. Interval]
+ mpg I -.1039503 .0515689 -2.016 0.044 -.2050235 -.0028772

weight I -.0023355 .0005661 -4.126 0.000 -.003445 -.0012261
_cons I 8.275464 2.554142 3.240 0.001 3.269438 13.28149
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~ 1 Theory and Practice I

We entered a four-line program and then typed two more lines. That was all that was required to ;
program and to estimate a probit model. Moreover, our four-line program is good enough to estimate
any probit model. Reported are conventional, inverse negative second derivative variance estimatesbut, by specifying an option, we could obtain the HuberlWhite/sandwich robust variance estimates )

without changing our program.
We will discuss ml and how to use it soon-in Chapter 2-but we will discuss the theory and

practice of maximizing likelihood functions first.
We will discuss theory so we can use terms like "conventional, inverse negative second derivative

variance estimates" and "HuberlWhite/sandwich robust variance estimates" and you will understand I
not only what the tenns mean but some of the theory underlying them.

We will discuss practice because of what a frustrating experience it can be. A little understanding
of how numerical optimizers work goes a long way toward reducing that frustration. A knowledgeable
person can glance at output and conclude that better starting values are needed, or that more iterations
are needed, or that even though the software reported convergence, the process has not converged.

We will discuss both these issues so that, when things go well, you will know what you have and,
when things go badly, you will have some idea of what to do.

1.2 The likelihood maximization pr;bblem

Maximum likelihood estimates of the parameter vector b are found by obtaining I

ma.""< L(b; X)
b

where X is the data. Most texts will note that this is equivalent to

max In L(bj X)
b

because maximizing ln L() is equivalent to maximizing L() because L() is a positive function and
In() is a monotone increasing transfonnation. In this notation, L() is the likelihood of the data.
Textbooks typically introduce the assumption that "observations" are independent and identically

distributed (i.i.d.) and rewrite the likelihood as

m;-""< L(b; X) = m::;x t'(b; Xl) x t'(b; X2) x .., x e(b; XlV)

or equivalently

max ln L(b: X) = max In t'(b; Xl) + lnt'(b; X2) +.. .+ In e(bj XN)
b b

Why do we take logarithms?
1. Speaking statistically. we know how to take expectations (and variances) of sums and it is easy

when the individual tenDs are independent.
2. Speaking numerically, we can make calculations that would be impossible were we not to take

logs. That is, we would want to take logs even if logs were not, in the first sense, natural.

To better understand the second point, let us consider a discrete likelihood function, meaning that the
likelihoods correspond to probabilities-logit and probit models would be examples. In such cases,

t'(bj Xj) = Pr( we would observe Xj)
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where Xj includes both dependent and independent variables. For instance, l(bj Xj) might be the
probability that Xj1 = 1 conditional on Xj2, Xj3, ..., Xjk. The overall likelihood function is then
the probability that we would observe the entire set of data and

L(b; X) = l(b; Xl) x l(b; X2) x ...x f(b; XN)

because the N observations are assumed to be independent. Said differently,

pr( dataset) = Pr( datum 1) x pr( datum 2) x ...x pr( datum N)

Probabilities are bounded by 0 and 1. In the simple probit or logit case, we can hope that
f(bj Xj) > .5 for almost all j, but that may not be true. If there were many possible outcomes-e.g.,
multinomiallogit-it would be unlikely that l(b: Xj) would be greater than .5. Anyway, let's pretend
we are lucky and f(b; Xj) is right around .5 for all N observations. What would be the value of L()
if we had. say, 500 observations? It would be

.5500 ~ 3 X 10-151

!

That is a very small number. What if we had! 1.000 observations? The likelihood would be

.51000 ~ 9 X 10-302

What if we had 2.000 observations'? The likelihood would be

.52000 ~ <COMPUTER UNDERFLOW>

Mathematically we can calculate it: it would be roughly 2 x 10-603, but that number is too small
for most digital computers. Modern computers can process a range of roughly 10-301 to 10301.

To wit: If we were considering maximum likelihood probit or logit estimators and if we implemented
our likelihood function in natural units, we would be unable to deal with qIore than about 1.000
observations! Taking logs is how programmers solve such problems because logs remap small positive
numbers to the entire range of negative numbers. In logs,

In(.51OOO) = 1000 x In(.5) ~ 1000 x -.6931 = -693.1

a number well within computational range. Similarly, 2,000 observations is not a problem:

In(.52OOO) = 2000 x In(.5) ~ 2000 x -.6931 = -1386.2

1.3 Likelihood theory
Let us pretend that, through some miracle. we obtain b satisfying

ma.x L(b; X)
b

or, if you prefer,
max Inl(b; Xl) + lnf(b; X2) + ...+ Inf.(b; XN)

---b
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The estimated variation ofb is given by -H-I, where H is the Hessian (matrix of second derivatives):

H = 82ln L(b; X)

8b8b'

-821nl!(b; Xl) 82Inl!(b; XN)
-8b8b' + ...+ 8b8b'

Thus, the square root of the diagonal of -H-I are the estimated standard errors. Do you know why?
To show this, let us simplify the notation. Let

8 82
D = -and D2 =

8b 8b8b'

so that using this notation, we can rewrite the definition of H more succinctly as

H = D2ln L(b; X) = D2Inl!(b; Xl) + ...+ D2Inl!(b; XN)

Let us also agree to simply write Land I!j rather than L(b; X) and I!(b; Xj) when the meaning
would be clear. We will do that with other furctions we define along the way, too.

It can be proven that i

Lemma: E(D InL) =0 and -E(D2InL) = E((Dln L)2) (1)

where E() denotes expectation. One can prove the above Lemma if one is willing to assume L() is
the true density function of X. We provide the proof in a technical note that follows shortly, but for
now, let's just accept the Lemma as true.

DIn L is so important that it is given a name-the score vector or gradient vector-and its own
notation:

g(b;X) = DlnL(b;X) = 8InL(b;X)
8b

Thus, our Lemma states

Same Lemma: E(g) = 0 and -E(H) = E(gg')

where gg' is just the vector equivalent of squaring. The variance of g is

Var(g) = E(gg') -E(g) E(g)' by definition
= E(gg') because E(g) = 0 (Lemma part 1)
= -E(H) because -E(H) = E(gg') (Lemma part 2) (2)

There is another way we could obtain Var(g): g is a function of b, so by the delta method we know
that

Var(g) ~ (Dg) Var(b) (Dg)' = (D2 In L) Var(b) (D2 In L)' = H Var(b) H

We are being sloppy at this stage by not distinguishing carefully between true values b = .B and

estimated values b = ,8, but we will clean that up in a technical note.

Rearranging the above fonnula yields

Var(b) ~ H-I Var(g) H-I (3)
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We sho\\-"ed that Var(g) = -E(H). so if we could prove that E(H) is approximately H at the
observed X, then we would have

Var(b) = H-1( -1l)H-1 = -H-1 (4)

which is \vhat we wanted to show.

Belo\v are two technical notes, the first providing a proof of the Lemma and the second repeating
the casual proof above more formally" Also see Stuart and Ord (1991, 649-706).

0 Technical Note

Proof of the Lemma E (D In L) = 0 and -E{ D2 In L) = E ( (D In L) 2):

Note that Ix L(bj X) dX = I since L is a density. Thus D(Ix L dX) = O. The standard line at
this point IS that "under appropriate regularity conditions", we can move the derivative (remember
D = fJ;' fJb) under the integral sign: Ix D L dX = O.

One might think that these regularity conditions are of no consequence for practical problems, but
one of the conditions is that the range of X does not depend on b. If it does, then all the following
likelihood theory falls apart and the following estimation techniques will not work. When the range
of X depends on b, you have to start from sqratch.

In anv case.

.0 = r DLdX = ! (l/L)DLLdX
Jx lx

= L (DIn L) LdX

= E(D In L)

\\-'hich concludes the first p~lrt of the proof. Taking the derivative of Jx(D InL) L dX = 0 yields

D f(DlnL)LdX= !D[(DlnL)L]dX
Jx Jx

-= Ix [( D2 In L)L + (D In L) D L] dX

~ = L[(D21nL) +{DlnL)2]LdX

= E(D2jnL) +E((DlnL)2) = 0

and thus -E(D2In L) = E( (D InL)2), which concludes the second part of the proof.
0

Q Technical Note

Outside of the technical notes, we provided a casual proof that the variance of b is -H-1. We
did not carefully distinguish, however, between ,8, the estimates we obtain, and {3, the ~e values.
What we really want to show is that our estimator of {3 has variance -H-I. There are two Important

consequences of being more careful:

I. All results are asymptotic, meaning that in finite samples, ,8 may be a biased estimate of {3.

..
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2. The variance estimate -H-I is guaranteed to be the variance of ~ only when,8 becomes very
close to (3. This has implications for hypothesis testing. In linear regression, by distinction, we
test that a particular coefficient bi is zero using the estimated variance, and that variance is
equally applicable for both .Bi and O. That is not the case in general for maximum likelihood
estimation. Under the null hypothesis bi = 0, we need to know Var(~) at the hypothesized
value and that variance could be different from -H-I. (Aside: That is why likelihood-ratio
tests are better than using Wald tests, which are based on -H-1; we will discuss this more

later.)

Let f3 be the true value of the parameter vector we are trying to estimate. Let ..a be the maximum
likelihood estimator of (3; that is, In L(b; X) attains its maximum value at b = ,8.

g(b; X) is the score function and this time, to emphasize that g is a function of b, we will write
g(b). Likewise, H is also a function of b and we will write H(b).

~

Consistency of f3

By the Mean Value Theorem there exists a b* between ~ and f3 such that g(~) -g({3) =
~ ~ ~

Dg(b*) (f3- f3). Since (3 corresponds to the maximum of In Land g = Din L. therefore g(,B) = O.
Since Dg = H, we have

-g(f3) =r H(b*) (~ -:- fJ) (5)
Note that ;

g({3) = 8 In £(~; Xl) + ...+ 8 In £(f3; XN)

8b 8b
so that g(,B) is the sum of ~i\T i.i.d. random variables. Thus, by the Strong Law of Large Numbers.
it converges to its expectation:

Iim g(f3) = E(g(fJ)) = 0
N-+oo

.Since H(b") is (asymptotically) nonsingular (we do not show this), the above and Equation 5 imply
., that

Iim ~- f3 = 0 and thus Iim ~ = fJ
N-+oo N-+oo

Thus f3 is a consistent estimator of f3.

Proof that ..a is asymptotically nonnal with asymptotic variance -H(..a)-l

Let us rearrange Equation 5 to produce

,8 -fJ -g(f3) 6
J-H(b*)-l -\j=H(b*) ( )

Note that what we have written above is not right for matrices, so let us suppose that b consists of
only a single parameter. To do the proof correctly for multidimensional matrices involves quadratic
forms and X2 distributions, but otherwise the proof is similar to what follows.

Since b" is between ~ and f3 and (,8-f3) -of 0, thus H(b*), H(f3), and H(,8) are all asymptotically
the same. Since H(f3) is also the sum of ii.d. random variables, by the Strong Law of Large Numbers

they are all asymptotically equal to E(H(f3)).
Recall Equation 2, Var(g({3)) = -E(H(f3)), and recall by our Lemma, E(g(f3)) = O. Thus, the

right-hand side of Equation 6 is asymptotically

g(f3) -E(g(f3))

-Jvar(g'(:B) )
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Since g({3) is the sum of N i.i.d. random variables, by the Central Limit Theorem, the above is
asymptotically distributed N(O, 1). Hence the left-hand side of Equation 6 is also asymptotically
distributed N(O, 1).

Since H(b *) was asymptotically the same as H(;6), we write our final result:

;6-{3

/=H(~)-=7
is asymptotically distributed N (0, 1) with -H(;6) -1 the asymptotic variance of.:8.

Q.E.D.
0

1.3.1 All results are asymptotic

The first important consequence of the full proof is that all results are asymptotic:
~

1. {3 -+ {3 is guaranteed only as J.V -+ oo.};
i

~ ~

2. It is not. true in general that E({3) =,B at finite N. (3 may be biased, and the bias may be
significant at small N.

3. The variance of;6 is -H(,8)-l asymptotically. At finite N, we are not sure how good this
variance estimate is.

Everyone knows this and knows never to estimate a maximum likelihood model with only a handful
of observations.

1.3.2 The variance estimate may not be relevant for hypothesis tests

The variance estimate -H-1 may not be what you want for conducting hypothesis tests.

Var(,8) is -H-1 asymptotically for the true value (3 of b only. For hypothesis tests, we do not
care about Var(,8) for the true value of b. We need to know Var(,8) for the hypothesized value bo
of b.

This may sound arcane but, if so. that is because you are too familiar with linear regression. In a
linear regression model one can test that a particular coefficient bi is, say. zero using the estimated
variance because that variance is equally applicable for both .Bi and O. That is not necessarily the
case in maximum likelihood estimation.

~

The idea behind hypothesis testing is that you determine the distribution of the estimator {3 when
b = bo and you compute the p-value from that distribution. If you use the -H-1 vari~nce estimates
instead, it can make a little difference or a lot. but it will make more difference the farther bo is

away from (3.
Another way of thinking about this is that the estimate of variance -H-1 is obtained by taking

a quadratic approximation to the log-likelihood function. The approximation is obtained by using a

second-order Taylor series expansion:

In L(b) ~ In £(,8) + g(,8) .(b -.8) + (b -.8)'H(b -{J)

= In £(;6) + (b -{J)'H(b -.8)
-
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The approximation is centered on b = ,8. If the log-likelihood function really is quadratic, then the

quadratic fit is perfect even far from .B and -H-l is exactly the "right" variance estimate regardless
of the hypothesis being tested. If, on the other hand, the log-likelihood function deviates from that,
the approximation becomes poor.

1.3.3 Likelihood-ratio tests and Wald tests

A Wald test is a test of the coefficients based on the estimated variance -H-l. Stata's test
command performs Wald tests.

Likelihood-ratio tests are based on comparing the heights of the likelihood function at.B and boo
Stata's lrtest command pert'orms likelihood-ratio tests.

The latter are widely viewed as better than the former because, as we just explained, the Wald
test employs the "wrong" variance estimate.

The likelihood ratio is defined as

maXb=bo L(b; X) maxb=bo L(b; X)LR= = maXb L(b;; X) L{,8; X)

b =::: bo may be a simple hypothesis-all values of b are hypothesized to be some set of values
such as bo = (O~ 0,. .., O)-or b = bo may be a composite hypothesis-only some values Qf bare
hypothesized such as bo = (O,?,?~..., ?), where r means that the value can be anything.

In general, we can write bo = (br, bu), where br is fixed and bu is not. Thus,

max L(b; X) = maxL(br,b~; X) = L(br,.Bu; X)
b=bo bu

and the likelihood ratio becomes LR = L(br, .Bu; X)j L(.B; X).

It can be shown that -2In(LR) has (asymptotically) a chi-squared distribution with r degrees of
freedom where r is the dimension of hr. One important note about the theory is that it holds only
for small to moderate T. If r is very large (say T > 100). the chi-squared distribution result becomes

questionable.

Note that to compute the LR, we must do two maximizations: one to get .B and another to compute
,Bu. Hence LR tests can be time consuming because you must do an "extra" maximization for each
hypothesis test.

The Wald test, on the other hand, simply uses Var(.B) estimated assuming b = ,8; i.e., it uses
-H-1 for the variance. For a linear hypothesis Rb = r, it computes the Wald test statistic

W = (R,B -.: r)'(RVar(,B)R')-l(R,B -r)

which, assuming normality, has a chi-squared distribution with r degrees of freedom. Obviously, this
is an easy computation to make once we have Var(.a). The problem with the Wald test is that we

want Var(.a) computed when b = bo, not b =,8.

If you really care about that p-value, use the likelihood-ratio test.~
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1.3.4 Robust variance estimates

Our result that Var(:B) is asymptotically -H-1 hinges on the Lemma we first proved. It was in
proving the Lemma and only in proving the Lemma that we assumed the likelihood function L(bj X)
was the density function for X. If L(bj X) is not the true density function, our Lemma does not
apply and all our subsequent results do not necessarily hold. In practice, various work has shown that
the maximum likelihood estimator and its variance estimate still work reasonably well if L(b; X) is
a little off from the true density function. For example, if the true density is probit and you estimate
a logit model (or vice versa), then the results are still fine.

Alternatively, one can derive a variance estimator that does not need L(b; X) to be the density
function for X. This is the robust variance estimator which is implemented in many Stata estimation
commands and in the survey (svy) commands.

The robust variance estimator was first published, we believe, by Peter Huber (a mathematical
statistician) in 1967 in a conference proceedings (Huber 1967). Survey statisticians were thinking
about the same things around this time, at least for linear regression. In the 1970s, the survey
statisticians wrote up their work, including Kish and Frankel (1974), Fuller (1975), and others; all of
which was summarized and generalized in an excellent paper by Binder (1983). White, an economist,
independently derived the estimator and published it in 1980 (linear regression) and 1982 (MLEs) in
the economics literature (White 1980, 1982). Many others have extended its development including
Gail, Tan. and Piantadosi (1988), Kent (1982),fRoyall (1986), and Lin and Wei (1989).

The robust variance estimator is called different things by different people. At Stata, we originally
called it the Huber variance estimator (Bill Rogers, who first implemented it here, was a student
of Huber's). Some people call it the sandwich estimator. Survey statisticians call it the Taylor-series
linearization method, or linearization method, or design-based variance estimate. Economists often
call it the White estimator. Statisticians often refer to it as the empirical variance estimator.

In any case, it is the same estimator.

We will just sketch the derivation here.

The starting point is Equation 3 of Section 1.3: Yar(b) ~ H-1Yar(g)H-1. We want to evaluate

the formula at b = :B, so we will write it

1
Yar({3) ~ H({3)-lYar(g({3))H({3) (31)

It is due to this starting point that some people refer to robust variance estimates as the Taylor-series
linearization method. Equation 3 was obtained using the delta method, which is based on a first-order

(linear term only) Taylor series.
It is the next step that causes other people to refer to it as the empirical variance estimate. Note

that
( X) 81nt'(:Bj Xl) 8 In l(:B; XN)

g {3. = +... +, 8b 8b

which is to say, g is the sum of N ii.d. random variables. What is a good estimator for the variance
of the sum of N i.i.d. random variables? Do not let the fact that we are summing evaluations of
functions fool you. A good estimator for the variance of the mean of N ii.d. random variates Zl,

Z2, ..., ZN is, as everyone knows,

2 N
S 1 ~ ( _) 2N = N (N -1 ) ~ Zj -Z

J=l
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Therefore a good estimator for the variance of the total is simply N2 times it:

N
N 2 N ~ -2

S = ~l L.t(Zj -z)

j=l

Thus, we simply use Zj = g(,a: Xj) in this formula to obtain an estimate of Var(g(,a)) (and we

subs~tute z=.,..O because ~(.a;XJ = 0). If we then plug this empirical estimate of Var(g(,a)) into
Var({3) ~ H ({3) -1 Var( g ((3) ) H ((3) -1, we obtain

Var(.a) ~ H{,8) -1 ( A ~ gj gj ) H (,8)-1

This is the robust variance estimator. It is robust for the same reasons that the estimator for the
variance of a mean is robust; note our lack of assumptions about In t' and hence L.

The estimator for the variance of the total of gj relies only on the fact that we have simple random
sampling. Thus, this is the esse;ntial assumption of the robust variance estimator: The observations
are independent selections from the same population.

For cluster sampling, we merely change ~ur estimator for the variance of the total gj to reflect
this sampling scheme. Consider super-observations made up of the sum of gj for a cluster: These
super-observations are independent and the above formulas hold with gj replaced by the cluster sums.
See [R] _robust and [R] svymean in the Stata Reference Manual for more details.

1.4 The maximization problem

Given the problem
max L(bjX)

b

how do \ve obtain the solution: The way we would solve this analytically is by taking derivatives
and setting them to zero:

8ln L()Solve for b: 8b = 0

As an overly simplified example. if In L() = b2 + b, then

~~~~ = 2b+ 1 = 0 =>- b = -l /2
db

In general. however, 8ln L 18b = 0 is too complicated to admit an analytic solution and we are
forced to seek a numerical one. \\'e start in the same way

.8In L() ---'
Solve for b. fJb -0 "

and, if we write g(b;X) for 8InL()18b, our problem is

Solve for b: g(b;X) = 0

Note that we have converted the maximization problem into a root-finding problem. Estimates b are
obtained by finding the roots of g(b; X). Computer optimizers (the generic name for maximizers or

minimizers) are, at heart, root finders.
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1.4.1 Numerical root finding

For one dimension (b and g(b) both scalars), one method of finding roots is Newton's Method.
This is an iterative technique. You have a guess bo (called the initial value) and you update that as
follows:

line has slope
g'(bo) = dg/db at bo

b

Newton's Method:

1. Current guess is boo
2. Calculate g(bo).
3. Calculate g'(bo).
4. Draw line through point

(bo,g(bo», slope g'(bo).
5. New guess is b1, point

where line is zero.
6. Repeat.

g(b)
~ormula for line: g~(bo) x (b-bo) + g(bo) g(bo)
line at b1 == 0: 9 (bo) x (b1-bo) + g(bo) = 0 ==> b1 = bo ---: 9 (bo)

Now you have a new value bi and you can repeat the process.

b -b g(b1)
2 -I -g;(ii"J

and so on. The sequence is not guaranteed to converge. but it generally does.

Newton's Method for finding roots can be converted to finding minimums and maximums of J(b)

by substituting f() for g() and f"() for g'():

To find b such that J (b) is maximized,

I. Start with guess boo
2. Calculate new guess bi = bo -J'(bo)/ J"(bo).

3. Repeat..

We can generalize this to allow b .to be a vector b:

To find vector b such that J (b) is maximized,

1. Start with guess boo
2. Calculate new guess bi = bo -gH~I, where g is the gradient vector and H the matrix

of second derivatives. (In the future, we will write this bi = bo + g( -H)-I because
the matrix -His positive definite and calculating the inverse of a positive-definite matrix

is easier.)
3. Repeat.
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This is the Newton-Raphson algorithm and is, in fact, the method Stata uses, as do most other
statistical packages. Actually, there are a few details that are commonly changed and, in fact, any
package that claims to use Newton-Raphson is probably oversimplifying the story. These details are
changed because

I. Calculating f(b) = InL(bjX) is computationally expensive.

2. Calculating g(b) = 81nL()j8b is even more computationally expensive.

3. Calculating H(b) == 821n L() j 8b8b' is even more computationally expensive than that.

Relatively speaking, we can calculate f(b) many times for the same computer time required to
calculate H(b) just once. This leads to separating the direction calculation from the stepsize:

To find vector b such that f(b) is maximized,

1. Start with a guess boo
2. Calculate a direction vector d = g( -H)-I.
3. Calculate a new guess bi = bo + sd, where s is a scalar.

a. For instance, start with s = 1.
b. If f(bo + d) > f(bo), try s = 2. If f(bo + 2d) > f(bo + d), try s = 3 or even

s = 4, and so on.
c. If f(bo + d) ~ f(bo), back up and try s = .5 or s = .25, etc.

4. Repeat. ;

The way that s is obtained varies from package to package but the idea is simple enough: go in the
direction d = g( -H)-I as far as one possibly can before spending computer cycles to compute a
new direction. This all goes under the rubric "stepsize calculation".

The other important detail goes under the rubric "nonconcavity" and all that means is that (-H)-I
does not exist-H is singular-and the direction calculation d = g( -H)-I is impossible. It is
worth thinking about this case in the single-dimension case: In the maximization problem, it means
that the second derivative of f() is zero. In the root-finding problem, it means that the derivative of
g() is zero. The gradient is flat and so there is no root:

g(b)

(b ) slope of line, 9 '(bo), is 0,
9 0 I so where is the root?

I
r

b
bo

Remember, all you really know is that g' () evaluated at bo is O. Even though we have drawn a line,
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you do not really know that g'(b) = 0 for all b. In fact, you are reasonably certain that ""g'(b) = 0
for all b" is not true because g() is the gradient of a likelihood function and the likelihood certainly
cannot be increasing or decreasing without bound. Probably bo is just a poor guess and far from the
heart of the function.

The line we have drawn is how you would usually project to find the new guess bl -it goes
through the point (bo, g( bo)) and has slope g' (bo). We graphed it to emphasize why the usual rule
is no help in this case.

So pretend that you are the optimizer charged with finding the maximum of f(b), bo is the current
guess, and g'(bo) = O. What is your next guess'? Put that aside. Is your next guess bl to the left or

right of bo?

This is where the knowledge that this is a maximization problem rather than merely a root-finding
problem is useful. If you told us just to find the roots, we would have no reason to select bi > bo
or bl < bo; we would have to try both. But if you tell us this is a maximization problem, we
observe that in the graph drawn, g(bo) > 0, so increasing b increases the value of f(). We would
try something to the right of boo (If g(bo) < O. we would try something to the left of bo and. if this
were a minimization rather than a maximization problem, we would reverse the rules.)

The important point is that we are not without any idea of what direction to go merely b~cause

g'(bo) = O. i

When we generalize to allow b to be a vector. our choices proliferate. Corresponding to our
scalar go-with-the-sign-of-g() rule. the vector equivalent is to go-with-the-vector-g() rule. which
amounts to treating the noninvertible matrix H as if -H-I= I since our !!eneral rule is direction
d = g(-H)-l. That is called steepest ascent. It is called ascent because. j;,;t as in the scalar case,
we choose the direction based on sign of the gradient and knowledge that we want to maximize
f(). It is called steepest because, mathematically. it works out that among all directions we could go
with f() increasing, the direction g() is steepest. (By the way. the steepest-ascent rule is often called
the steepest-descent rule because most of the numerical optimization literature is written in terms of

fun.:tion minimization rather than maximization.)

This rule can be improved upon. Rather than treating _(H)-l as I. on~ can add a constant to
the diagonal elements of -H until -H is inv~rtible. This is lik~ mixing in a little steepest-ascent to

the otherwise "best" direction and is called the modified Marquardt algorithm (Marquardt, 1963).

Stata follows one of two variations on this scheme. In the first variation, rather than adding a
constant c to the diagonal terms, ml adds a proportional term clhiil. ml then renormalizes the resulting
matrix so that it has the original trace (thus attempting to keep the scale of the matrix the same).

If you specify ml's difficult option, it does more work. In that case ml computes the eigenvalues
of -H and then, for the part of the orthogonal subspace where the eigenvalues are negative or small

positive numbers, uses steepest ascent and in the other subspace uses a regular Newton-Raphson

step.

1.4.2 Numerical maximization

To summarize, to find b such that f (b) is maximized,

I. Start with a guess bo. .
2. Calculate a direction vector d = g( -H)-I if you can. If -H is not invertible, substItute for

-H the matrix I, or -H + cI for some small, positive scalar c, or some other matrix related

to -H.

-
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3. Calculate a new guess bi = bo + sd, where s is a scalar.
a. For instance, start with 8 = 1.
b. IfJ(bo+d) > J(bo), try s = 2. If J(bo +2d) > J(bo+d), try 8 = 3 or even 8 = 4,

and so on.
c. If J(bo + d) ~ J(bo), back up and try s = .5 or 8 = .25, etc.

4. Repeat.

If you have ever used S~ata's ml command or any of Stata's pre programmed maximum likelihood
estimators, you have probably seen remnants of these rules.

When Stata says

Iteration #: log likelihood = ...

That means it is at Step 2 and calculating a direction. The log likelihood reported is J(bo),

Have you ever seen

Iteration #: log likelihood = ...(not concave)

That arose during Step 2. -H was not invertible, and Stata had to use something else to choose a
direction. So what does it mean? If the message occurs in early iterations, you can safely ignore it.
It just means that the current estimate of b is rather poor and that the matrix of second derivatives
calculated at that point is noninvertible-co~esponding in the scalar case to the gradient being flat.

In the multidimensional case, a noninvertlble -H means that the likelihood function J() locally
has a ridge or a flat section or a saddle point. Real likelihood functions have few points like this
and when such arise, it is typically because the gradient is very, but not perfectly, flat. Roundoff
error makes the nearly flat gradient appear absolutely flat. In any case, the optimizer encountered the
problem and worked around it.

If. on the other hand, this message were to arise at the final iteration, just before results are
presented. it would be of great concern.

Ha\.e you ever seen Stata say
Iteration #: log likelihood = ...(backed up)

That arose in St~p 3. Stata started with s = I and, with s = 1, it expected f(bo+sd) = J(bo+d) >
J(bo).. That did not happen. Actually, Stata only mentions that it backed up if it halved the original
stepsize six or more times. As with the not-concave message, this should not concern you unless it
occurs at the last iteration, in which case the declaration of convergence is questionable. (You will
learn to specify ml's gradient option to see the gradient vector in cases such as this so you can
determine whether its elements really are close to zero.)

1.4.3 Numerical derivatives
The maximizer that we have sketched has substantial analytic requirements. In addition to specifying

J(b) = In L(b; X), the routine needs to be able to calculate g(b) = 8 il 8b ~and H(b) =
82 J / Dbab'. It needs the function, its first derivatives, and its second derivatives.

Stata provides facilities so that you do not actually have to program the derivative calculations,
but really, Stata has only one optimizer. When you do not provide the derivatives, Stata calculates
them numerically.

The definition of an analytic derivative is

J'(xo) = ~ I = lim J(xo + h)- J(xo)
dx h-+O h
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